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Abstract

Scientific progress is offering increasingly better ways to tailor a patient’s treatment to the patient’s
needs, i.e., better support for optimal clinical decision-making can be offered. Choosing the appropriate
treatment for a patient depends on numerous factors, including pathology results, tumor stage, genetic,
and molecular characteristics. Bayesian networks are a type of probabilistic artificial intelligence, which
in principle would be suitable to support complex clinical decision-making. However, most clinicians
do not have experience with these networks. This paper describes an approach of developing a clinical
decision support system based on Bayesian networks, that does not require insight knowledge about the
underlying computational model for its use. It is developed as a therapy-oriented approach with a focus
on usability and explainability. The approach features the computation and presentation of individualized
treatment recommendations, comparison of treatments and patient cases, as well as explanations and
visualizations providing additional information on the current patient case.
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1. Introduction

The last few decades, clinical management of disease in patients has become increasingly
complicated. There are more diagnostic tests and more treatment options available than ever
before and knowledge about particular disorders has further deepened. In the case of personalized
treatment, the specific nature of the disease, the patient (using increasingly often disease- and
patient-specific genetic markers), and the patient’s environment are taken into account. The
aim is to offer optimal disease management for the individual patient in the face of recent
scientific evidence. Often this clinical trend is referred to as personalized medicine [1].

In the past, proper clinical management of a patient’s disease was mainly the responsibility
of the individual medical specialist, who made decisions based on clinical experience and
expertise. In the modern era, scientifically trusted clinical knowledge on the management of
specific diseases is gathered by organizations of clinical specialists. These organizations develop
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clinical guidelines, textual descriptions of the optimal management of specific disorders, that
support the selection of appropriate diagnostic or treatment actions, based on signs, symptoms,
and laboratory test results. Through the inclusion of prediction equations among much text,
guidelines may offer some flexibility to personalize advice. However, most of a guideline is just
extensive, non-interactive text.

An alternative to clinical guidelines are clinical decision support systems (CDSS). These computer-
based systems are interactive and support clinical decision-making based on evidence regarding
an individual patient, employing one or more prediction models that capture knowledge of one
or more disorders. In particular, Bayesian networks are considered to be promising formalisms
to capture clinical knowledge, as they can represent the associated uncertainty readily, and
support the representation of conditional and causal knowledge in a natural fashion. Whereas
Bayesian networks appear to offer potential as clinical decision models, it is still necessary to
design and develop the functionality of the software used to consult a given network to help in
decision-making. Although software for computing probabilities from Bayesian networks is
available (e.g. Hugin [2] and Ergo [3]), the functionality of such software is not geared to the
needs of a clinician who typically wishes to use a Bayesian network model in the context of
a clinical consultation without possessing a full understanding of the inner workings of the
computational model.

The present paper discusses the requirements, design, and a validation study of a CDSS based
on Bayesian network models. CDSS can take many different forms and functions. Among
others, they can support the clinician in finding the right diagnosis or treatment of a patient’s
disorder; providing intelligent alarm (e.g. avoid drug adverse effects) is an application that
would help in improving patient safety [4]. The actual work presented in this paper focuses
on a single disorder, endometrial cancer, and an associated Bayesian network, the ENDORISK
Bayesian network, that was developed recently [5]. All the work was done in close collaboration
with clinicians, in particular with gynaecologist-oncologists with specialized knowledge of
endometrial cancer.

2. Related Research

2.1. Current Software Solutions

To allow computational models to be used in clinical practice, they need to be integrated into
daily work. Usually this means some kind of integration with the electronic patient record
system (EPRS), but as there are many commercial EPRS on the market, rendering this is a major
undertaking. It is therefore attractive to focus on web-based software solutions, as these are
nowadays easily accessible from any computer operating system. An existing example is the
web-based software tool Evidencio', which offers centralized access to computational prediction
equations for particular disorders. Its aim is to bridge the gap between the scientific literature,
where these equations are described, and their use by providing access to working models.
Software specifically constructed for Bayesian networks as the computational model is often
all-in-one software that supports both the creation of Bayesian networks as well as inference.

'https://www.evidencio.com
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Software such as Hugin [2], Netica 2, Ergo [3], and GeNle [6] provide functionality to construct
Bayesian networks, as well as inference methods and a user interface to consult the network.
However, they are mostly developed domain-agnostic and do not have features specific for
clinical decision support.

CDSS approaches specifically constructed for Bayesian networks as knowledge bases are
sparse. A broad approach is chosen by Zagorecki et al. > with their symptom checker app
Symptomate*. Through a simple interface, the user can anonymously enter various symptoms
and get a diagnosis as a result. The system works with a broad range of diseases. It is supported
by a large Bayesian network and does not assume much medical knowledge of the user.

Miiller et al. [7] proposed a CDSS approach that was an important inspiration for the
here presented approach. Their work highlights the importance of transparent, explainable
recommendations in CDSS and presents an approach to score the relevance of evidence items
for a recommendation. Additionally, an interactive software based on visualizations of these
relevance scoring is presented. The software was developed in the context of laryngeal cancer
therapy but can work with different Bayesian networks. The ENDORISK network was used to
demonstrate the generalizability of the approach.

2.2. Explainability of Bayesian Networks

Explaining the reasoning behind inferences from Bayesian networks is a complex task but crucial
to generate trust. Bayesian networks work with probabilities and conditional probabilities. The
nodes in a network are structured causally, but influence each other in all kinds of directions.

Yap et al. [8] developed a text-based approach that explains a node using the most important
nodes in its Markov blanket. If some of those nodes are inferred, the user can get explanations for
them using recursion. A disadvantage of the approach is that the algorithm does not memorize
the nodes that were already used as explanation for the current node.

Timmer et al. [9] solved this problem in their argumentation-based approach by saving for
each node a forbidden set of nodes containing all nodes that cannot be used anymore in an
explanation.

Shi et al. [10] proposed decision graphs based on just the evidence nodes that reason
equivalently to the Bayesian network. The chosen path is used to display just the most important
evidence nodes for the current decision.

Miller et al. [7] presented a relevance-based approach that assigns a relevance value to each
evidence item and subsequently imposes an ordering of items by importance. This approach is
especially close to the reasoning process of clinicians in clinical decision-making. This relevance
computation is used in this work.

*https://norsys.com/netica.html
Shttps://norsys.com/netica.html
*https://www.symptomate.com
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3. Background

3.1. Bayesian Networks

A Bayesian network B = (G, P) is a directed acyclic graph Gg = (V, E), with V a set of nodes and
E CV xV, aset of directed edges, with an associated joint probability distribution Pg. Each node
i € Vof the network is linked to a random variable X;, and there is a one-to-one correspondence
between the set of nodes Vand variables X: V < X Each varable X; € X can take different states
x;. A variable X; has an associated table stating a family of conditional probability distributions:
how probable each state x; of the variable X; is depending on the states of its parents, Xp,(, i.e.,
pa(i) are the nodes from which the node i has incoming edges [11]. Alternatively, it is said that
the node i is the child of each of the nodes in the parents pa(i).

The graph Gg states conditional dependencies between the variables of X through directed
edges and conditional independencies through omitted edges. Given a realization of the set of
variables X, the joint probability distribution Pg (1) can then be calculated as the product of the
local probability distributions of all variables X; given the realisation of their parent variables

Xpa(i) [12]:

n
Py(Xi, Xp. .. X) = [ | P | Xpai)) (1)
i=1

One concept used in this paper is the concept of a Markov blanket. A Markov blanket is defined
as the set of the parents, children, and other parents of the children of a variable X; [9]. This
set contains all nodes that can have a direct impact on the node. If all nodes of the set are
observed, then the variable X; is independent of the other nodes in the network (conditioned on
the Markov blanket) and its distribution can be derived from the nodes of that set alone.

3.2. ENDORISK

The primary use case for the research described here was to provide a flexible consultation
software for making the ENDORISK Bayesian network on endometrial cancer [5] accessible
in a usable way for clinicians without any knowledge of Bayesian networks. It focuses on
preoperative risk stratification in endometrial cancer therapy. Approximately 10% of endometrial
cancer patients present with lymph node metastasis at diagnosis. In most cases these metastasis
are not recognized by current imaging modalities, and require lymph node dissection as gold
standard. Preoperatively identifying these patients allows for proper surgical management and
adjuvant therapy tailored to their needs. On the other side, identifying patients with a low
risk of lymph node metastasis prevents increased surgical-related morbidity and unnecessary
adjuvant therapy. Thus, individualized treatment improves the quality of care for all patients. To
facilitate stratification, a Bayesian network was developed that predicts lymph node metastasis
and 5-year survival by using preoperative biomarkers.

The network was developed on the basis of data obtained from a cohort study of 763 patients
who had been surgically treated for endometrial cancer. The network was validated on two
more external cohorts of together 830 endometrial cancer patients, which yielded a performance
of the Area Under the Curve (AUC) of over 0.82.
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4. Methodology

4.1. Development Process

The project started with a requirement analysis, to study the users needs and to define the
project goals. In the following prototyping phase, different visual and functional designs of the
website were created and compared. Subsequently, the best approach was implemented. During
the project, regular group meetings and multiple evaluation sessions with expert gynecologists
and medical informaticians were held, with a final evaluation with gynecologists near the end
of the project.

4.2. Requirement Analysis

Our primary user group are clinicians. Consequently, our approach should not focus on
explaining the medical background of a given model. The main challenge was to design a user
interface that requires little to no knowledge of Bayesian networks. One important aspect
considered was that Bayesian networks are based on (conditional) probabilities just as clinical
decision making. The risk of getting a disease has always to be weighed against the risks and
benefits of treatment, which is what doctors do. However, it has been observed that clinicians
have difficulty in working with concrete probabilities in the context of clinical decision making
[13], which also should be taken into account. In contrast to other Bayesian networks in the
clinical field, the ENDORISK network was created for patients who already have a diagnosis.
Thus, the approach should accordingly be therapy-oriented. To support re-usability, the system
should support the ability to use different therapy-oriented Bayesian networks. Finally, the
clinician is responsible for recommending and explaining the best therapy options to the
patient. The interface was thus designed to support clinicians and, accordingly, has to provide
explanations of its recommendations, supporting the creation of trust and understanding.

5. Result: DoctorBN

5.1. Architecture and Start Interface

The user interface of the resulted “DoctorBN™ system is web-based. The home page of the
website is used for network selection and offers general user information through a FAQ (Fig. 1).
The user can choose between selecting one of the predefined networks or uploading a new one.
Networks uploaded by the user are saved locally and the user can request to include them in
the public network database. After the user selects a network, the main view is displayed (Fig.
2) together with a short tutorial. Then, the user can freely interact with the different views of
the software.

5.2. Data Input, Output and Privacy

The first step of a typical workflow is that the user inserts the patient information. Patient data
can be loaded from a CSV file or inserted using the input menus. The data is structured in three

>https://doctorbn.herokuapp.com
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<4>DoctorBN {/4> -

Select a network Upload a new network

a Network name:

endometrial cancer
+ Choase

Description (optional) £

Upload Network

Uploading networks is disabled in this version.

FAQ

> What is DoctorBN?

> What are bayesian networks?

Figure 1: Network selection page: The user can select a given network or upload a new one from their
file system. Additionally, a FAQ is provided that introduces the project.

Setings ¥ Load Patient  SavePatient  Sendfeedback  Network description  Saved configurations  Back to network selection Network: endometrial cancer, Patient <#>DoctorBN/4>

Adjovant therapy

2 ! _H

adiwvant therapy:chemore [N

Lymph node metastasis - no: 90%

i el 2 .
Desired Outcomes Treatment Explanation
Survival Syr yes v X Interventions: Adjuvant therapy: radiotx
Relevance Al predictions  compact network  full network
Lymph node metastasis no v X Adjvant therapy X
h nod
Wie  Rden  Saialsyy TR
metastasis: no
Decision ratings: Adjuvant therapy:
- e | L} —
Evidence ? Decsion Survival Syr:  Lymph node metastasis: R
? astoperative
o yes ne e, L u
1. Adjwvant therapy acione o [ NI x : positi
Postoperative grade graded v X | > 2 | vcampesive | |
: 2 Adjuant therapy: no ] .
Licam positive V| X Survival Syr - yes: 87%

Figure 2: The website consists of multiple views. Left: Input windows for patient information. Center:
Treatment view with treatments and treatment recommendations. Right: Explanation view with different
tabs.

categories:

+ Evidence: Everything that is known and cannot be changed about the patient, e.g. symp-
toms, demographics, etc.
« Desired Outcomes: the desired results for the patient case, typically that the patient wants
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Lymph node metastasis:  Survival Syr:
yes

Decision

1. Adjuvant therapy: no i}

2. Adjuvant therapy: radiotx

Adjuvant therapy:
chemoradiotx

=]
H ! I Io
X

4. Adjuvant therapy: chemotx

Figure 3: The Treatment Comparison view displays the different treatment recommendations ordered
by their likeliness to fulfill all desired outcomes. If a treatment is selected for additional information, it
is highlighted in grey.

to survive or have no lymph node metastases.
« Interventions: All variables that can be changed to achieve the desired outcomes, e.g.
treatment.

5.3. Treatment Comparison

With the patient information as input, the algorithm will iterate through all combinations of
interventions (treatments) to find out how likely the desired outcomes can be achieved. These
recommendations are then sorted by their joint probability: how likely it is that all desired
outcomes are achieved together. As this is a complex concept to grasp for the user, who lacks
detailed probabilistic knowledge, just the individual probabilities are displayed, showing how
likely each individual goal can be achieved. Bar charts were chosen for display as they allow
for easy comparison of the probabilities. The list of recommendations displayed to the user is
shown in Figure 3.

5.4. Outcome Explanation

When evidence and desired outcomes are stated or a recommendation is chosen, the user will
get additional information presented in the “explanation” window to the right. The explanation
window consists of multiple tabs for multiple use cases to provide additional information or
explanations (Fig. 2, right).

Relevance View The relevance view is shown as the standard tab of the explanation view
(Fig. 4). It provides a relevance-based explanation of the current outcomes: all evidence items
are listed in a list view, ordered by their global relevance for the calculation. The local relevance
is displayed too: for each desired outcome, a two-sided bar diagram visualizes through its width
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Lymph node

metastasis: no
Adjuvant therapy:

o B o .
Postoperative l:l .

grade: grade_3
I N

Variable Relevance Survival 5yr: yes

L1CAM: positive

Figure 4: The relevance view displays how relevant each evidence and treatment item is for the desired
outcomes. For each item its global relevance is shown, as well as its impact on each individual desired
outcome.

Variable T) Prediction Likeliness

CA125 It 35 given

Endometrium in cervical

eytology very likely

=}
=]

Myometrial invasion lt_50 [ [

Figure 5: The “All predictions” view lists all variables of the network, together with each variable’s most
likely prediction and it’s likeliness, or if it’s given by the user.

the relevance of the evidence, and through its direction and color if the impact was positive or
negative.

Predictions List View This view lists all nodes of the network with their most likely state
(Fig. 5). How probable that state is, is displayed through a color-coded tag either stating whether
the value was given by the user or whether the probability is very likely, less likely, or not
likely at all. This allows for fast information about the state of the network and therefore the
consequences of the chosen decision. The omission of edges makes the view very compact and
simple, especially for users who lack experience with Bayesian networks.
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Figure 6: The two provided network views. Left: A compact view that shows the most relevant nodes
for the current calculation. Right: The complete network.

Full Network View The full network view shows a graph view of the underlying Bayesian
network (Fig. 6, right). Each node is shown with its most likely state. The probability of that
state is shown through the border color, again color-coded in the categories “given”, “very
likely”, “less likely” and “not likely”. The graph is displayed using the Sugiyama layout [14], as
it provides a deterministic layout and structures the nodes causally from bottom to top.

Compact Network View The compact view simplifies the full network view by just showing
the most relevant nodes (Fig. 6, left). This reduces visual clutter in complex networks and
provides information on the reasoning process. Starting from the desired outcomes, possible
relevant paths are computed using the Markov blanket and hidden sets based on the work by
Timmer et al. [9]. Paths are just recursively followed when the change in probability distribution
compared to an uninstantiated network is increasing in the direction of the evidence item. This
is used as indication that the item is influencing the nodes on the path more than other influences
and is therefore having a relevant influence on the desired outcome using this path. When a
path ends with an evidence item its nodes are considered relevant. To avoid confusion with
other network views in the final view, the edges of the network instead of the paths are shown.

5.5. Case Comparison

One important use case for the CDSS was the ability to compare two patient cases or recom-
mendations. All views were adapted to provide a compact overview of two configurations. For
example, the data input views were changed to a table format and the node border colors in the
network views now highlight nodes that have different values in both configurations, instead
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Figure 7: Comparison view comparing chemotherapy with radiotherapy.

of showing probabilities.

5.6. Feedback on System and Model Functionality

Bayesian networks are often partially or fully learned and are usually too complex to be fully
seen as white-box models. This means that even after evaluating a Bayesian network, it could
produce surprising or wrong output results. A feedback form allows users to describe such
cases or other issues and optionally include the current configuration in the collected feedback.

6. Evaluation

An evaluation of the system was conducted through interviews with six clinicians with exper-
tise on endometrial cancer. The participants accessed the DoctorBN software on their own
computers. This allowed for a more realistic user experience. To obtain comparable feedback,
all clinicians used the ENDORISK network. During the interviews, the participants were asked
to complete a series of tasks and think aloud while performing them. The tasks were designed in
such a way as to allow for the evaluation of whether or not a participant detected a functionality,
was able to understand it, and knew how to explore it. Afterwards, the participants were asked
to fill out a feedback form evaluating their experience using the website.

The evaluation results were generally positive (Fig. 8). All clinicians stated that they would
like to use the software in clinical practice. They mostly agreed that the software provides
sufficient explanation. However, they differed in how they perceived the usability of the website.
Some problems in usability were addressed after the evaluation by reworking the concerned
features. Especially the connection between the treatment view and the explanation view
was simplified. Users were unable to find some system features, such as the comparison view,
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The website was easy to understand and use o '_:l—'
| would use the software in clinical practice (1-no, 5-definitely yes) | 1T 1
The tool provides sufficient information to understand how it came to a conclusion o} | o
There should be more help and explanations on how to use the website ) =
| would prefer more actual probabilities{ © =
The 'Treatment' view and how to use it was clear to me ] [
The meaning of the 'relevance’ visualisation was clear to me A ] A
The tool allows me to compare different treatment decisions easily with each other L T
1 2 3 4 5
strongly disagree strongly agree

Figure 8: Results of the evaluation with six clinicians, summarized using boxplots.

which were accordingly made more accessible. Some results of the evaluation, however, require
more complex revisions. This includes how to provide more specific network support for some
networks without loosing the ability to generally work with all networks. Additionally, the
evaluation revealed some bias in the underlying network regarding adjuvant therapy, which
has to be improved for clinical use.

7. Discussion and Conclusions

This work presents an approach for computer-based clinical decision support, illustrated by
the Bayesian network on endometrial cancer. The approach developed is reusable with other
Bayesian networks. Treatment recommendations are automatically generated from user input
and ranked by their ability to reach the desired outcomes, such as the survival of the patient.
The approach also provides different visualizations to let the user gain additional insight and
understand how the network came to its conclusions. Those explanations are crucial to generate
trust when working with complex models such as Bayesian networks. The evaluation revealed
a high interest in the system, although there are still some usability problems that have to be
addressed. The participating clinicians agreed to be willing to use the system in clinical practice.
The approach is a contribution to the general goal of making complex computational models
like Bayesian networks available to domain experts with little to no experience in using them.
CDSS will improve patient treatment and safety by supporting healthcare and therapy tailored
to the individual patient.
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